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Ten Simple Rules for Effective Statistical Practice

By Kass, Caffo, Davidian, Meng, Yu and Reid (2016)

Ten Simple Rules for Effective Statistical Practice

I Rule 1. Statistical Methods Should Enable Data to Answer Scientific Questions

I Rule 2. Signals Always Come with Noise

I Rule 3. Plan Ahead, Really Ahead

I Rule 4. Worry about Data Quality

I Rule 5. Statistical Analysis Is More Than a Set of Computations

I Rule 6. Keep it Simple

I Rule 7. Provide Assessments of Variability

I Rule 8. Check Your Assumptions

I Rule 9. When Possible, Replicate!

I Rule 10. Make Your Analysis Reproducible (Nature special issue)

I Rule 0. Treat statistics as a science, not a recipe
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http://www.utstat.utoronto.ca/reid/research/journal.pcbi.1004961.PDF
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Master in Data Science

University Degree Credit Established

North Carolina State University Analytics 30 2007

University of Tennessee at Knoxville Business Analytics 39 2010

Saint Josephs University Business Intelligence and Analytics 30 2010

Louisiana State University at Baton Rouge Analytics 39 2011

University of Cincinnati Business Analytics 35 2011

Northwestern University Predictive Analytics 11 2011

University Degree Credit Established

Northwestern University Analytics 11 2012

University of San Francisco Analytics 35 2012

Drexel University Business Analytics 45 2012

Fordham University Business Analytics 30 2012

University of Michigan at Dearborn Business Analytics 30 2012

Stevens Institute of Technology Business Intelligence and Analytics 36 2012
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University Degree Credit Established

Harrisburg University of Science and Technology Analytics 36 2013

Texas A&M University Analytics 36 2013

Southern Methodist University Applied Statistics and Data Analytics 36 2013

Arizona State University Business Analytics 30 2013

Benedictine University Business Analytics 64 2013

George Washington University Business Analytics 33 2013

Michigan State University Business Analytics 30 2013

New York University Business Analytics 14 2013

Rensselaer Polytechnic Institute Business Analytics 30 2013

University of Texas at Austin Business Analytics 36 2013

Carnegie Mellon University Computational Data Science 9 2013

Washington University in St. Louis Customer Analytics 30 2013

Pace University Customer Intelligence and Analytics 36 2013

City University of New York Data Analytics 36 2013

Southern New Hampshire University Data Analytics 12 2013

University of Maryland Data Analytics 39 2013

Illinois Institute of Technology Data Science 34 2013

New York University Data Science 36 2013
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University Degree Credit Established

Bowling Green State University Analytics 33 2014

Dakota State University Analytics 30 2014

Georgia Institute of Technology Analytics 36 2014

Georgia State University Analytics 32 2014

University of Chicago Analytics 11 2014

Villanova University Analytics 33 2014

Saint Louis University Applied Analytics 36 2014

Maryville University Applied Statistics and Data Analytics 36 2014

Bentley University Business Analytics 30 2014

Indiana University Business Analytics 30 2014

Quinnipiac University Business Analytics 33 2014

Southern Methodist University Business Analytics 33 2014

University of Colorado Denver Business Analytics 30 2014

University of Denver Business Analytics 58 2014

University of Miami Business Analytics 16 2014

University of Minnesota Business Analytics 45 2014

University of Rochester Business Analytics 41 2014

University of Southern California Business Analytics 27 2014

University of Texas at Dallas Business Analytics 36 2014

Creighton University Business Intelligence and Analytics 33 2014

St. Johns University Data Mining and Predictive Analytics 30 2014

Elmhurst College Data Science 30 2014

South Dakota State University Data Science 30 2014

University of St. Thomas Data Science 36 2014

University of Virginia Data Science 11 2014

West Virginia University Data Science 30 2014

Worcester Polytechnic Institute Data Science 33 2014

Johns Hopkins University Government Analytics 12 2014

University of California at Berkeley Information and Data Science 27 2014

Philadelphia University Modeling, Simulation and Data Analytics 30 2014

University of Arkansas Statistics and Analytics 30 2014

Brandeis University Strategic Analytics 30 2014

University of California, San Diego Data Science and Engineering 38 2014 6



University Degree Credit Established

Capella University Analytics 48 2015

Georgetown University Analytics 30 2015

University of New Hampshire Analytics 36 2015

University of the Pacific Analytics 30 2015

American University Analytics—Online 33 2015

Valparaiso University Analytics and Modeling 36 2015

College of William&Mary Business Analytics 30 2015

Fairfield University Business Analytics 30 2015

Iowa State University Business Analytics 30 2015

Mercer University Business Analytics 30 2015

Northeastern University Business Analytics 30 2015

University of Dallas Business Analytics 30 2015

University of Iowa Business Analytics 30 2015

University of Notre Dame Business Analytics 30 2015

University of Texas at Arlington Business Analytics 36 2015

Xavier University Customer Analytics 30 2015

Clarkson University Data Analytics 33 2015

Slippery Rock University Data Analytics 33 2015

Columbia University Data Science 30 2015

Indiana University Bloomington Data Science 30 2015

Southern Methodist University Data Science 31 2015

University of Rochester Data Science 30 2015

University of WisconsinExtension Data Science 36 2015

University of North Carolina at Charlotte Data Science 33 2015

Penn State Great Valley Data Analytics 30 2015
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Rice Data Science Iniciative

As part of Rice University’s recently announced $150 million

investment in research excellence, Rice intends to hire multiple

faculty members whose research focus is in data science.

We seek two distinct kinds of specialists:

1. data scientists who can make fundamental contributions to the

theory, algorithms, and systems aspects of data science, and

2. scholars who work on emerging applications of data science to

problems in health and medicine, urban analytics, and

high-volume or high-velocity data-intensive science.

Post-doc: Highly motivated and qualified candidates with research

experience in areas such as statistical inference and machine

learning are encouraged to apply. A Ph.D. in Statistics, Computer

Science, or related fields is required.
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Chicago Booth: Master of Science in Analytics
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Chicago Booth: Master of Science in Analytics
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Chicago Booth: Master of Science in Analytics
I Prerequisite courses

Linear Algebra and Matrix Analysis

Programming for Analytics
I 7 foundation courses

Introduction to Statistical Concepts

Research Design for Business Applications

Statistical Analysis

Database System Design and Implementation

Time Series Analysis and Forecasting

Data Mining Principles

Machine Learning and Predictive Analytics

Linear and Nonlinear Models for Business Application
I 3 electives Financial Analytics

Marketing Analytics

Credit and Insurance Risk Analytics

Real Time Analytics

Data Visualization Techniques

Health Analytics

Linear Algebra and Matrix Analysis

Big Data and Text Analytics

Optimization and Simulation Methods for Analytics

Bayesian Methods

Digital Marketing Analytics in Theory and Practice 11



Reading material (with hiperlinks)

John Tukey (1962) The future of data analysis

David Hand (2013) Data mining: statistics and more?

Marie Davidian (2013) Aren’t we data science?

Hal Varian (2014) Big data: new tricks for econometrics

Einav and Levin (2014) Economics in the age of big data

Athey and Imbens (2015) Lectures on machine learning

David Donoho (2015) 50 years of data science

Peter Diggle (2015) Statistics: a data science for the 21st century

van Dyk et al. (2015) Role of statistics in data science

Francis Diebold (2016) Machine learning versus econometrics

Uchicago (2016) Machine learning: what’s in it for economics?

Coveney, Dougherty, Highfield (2016) Big data need big theory too

Franke et al. (2016) Statistical Inference, Learning and Models in Big Data
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https://projecteuclid.org/download/pdf_1/euclid.aoms/1177704711
http://storm.cis.fordham.edu/~gweiss/selected-papers/data-mining-and-statistics-hand.pdf
http://magazine.amstat.org/blog/2013/07/01/datascience
http://pubs.aeaweb.org/doi/pdfplus/10.1257/jep.28.2.3
http://web.stanford.edu/~leinav/pubs/Science2014.pdf
http://www.nber.org/econometrics_minicourse_2015/syllabus.pdf
http://courses.csail.mit.edu/18.337/2015/docs/50YearsDataScience.pdf
http://www.rss.org.uk/Images/PDF/publications/rss-presidents-address-peter-diggle-2015.pdf
http://magazine.amstat.org/blog/2015/10/01/asa-statement-on-the-role-of-statistics-in-data-science
http://fxdiebold.blogspot.com.br/2016/10
http://bfi.uchicago.edu/events/machine-learning-what's-it-economics
http://rsta.royalsocietypublishing.org/content/roypta/374/2080/20160153.full.pdf
https://arxiv.org/pdf/1509.02900v2.pdf


AMSTAT NEWS

Davidian (1 jul 2013) Aren’t we data science?

Bartlett (1 oct 2013) We are data science

Matloff (1 nov 2014) Statistics losing ground to computer science

van Dyk et al. (1 oct 2015) Role of statistics in data science

Jones (1 nov 2015) The identity of statistics in data science

Priestley (1 jan 2016) Data science: the evolution or the extinction of statistics?

See also Press (28 may 2013) A very short history of data science
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http://magazine.amstat.org/blog/2013/07/01/datascience
http://magazine.amstat.org/blog/2013/10/01/we-are-data-science
http://magazine.amstat.org/blog/2014/11/01/statistics-losing-ground-to-computer-science
http://magazine.amstat.org/blog/2015/10/01/asa-statement-on-the-role-of-statistics-in-data-science
http://magazine.amstat.org/blog/2015/11/01/statnews2015
http://magazine.amstat.org/blog/2016/01/01/data-science-the-evolution-or-the-extinction-of-statistics/
http://www.forbes.com/sites/gilpress/2013/05/28/a-very-short-history-of-data-science


ASA Statement on the Role of Statistics in Data Science

“While there is not yet a consensus on what precisely constitutes

data science, three professional communities, all within computer

science and/or statistics, are emerging as foundational to data

science:

(i) Database Management enables transformation, conglomeration,

and organization of data resources,

(ii) Statistics and Machine Learning convert data into knowledge,

and

(iii) Distributed and Parallel Systems provide the computational

infrastructure to carry out data analysis.”
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Machine learning

I Linear regression

I Logistic regression

I Decision tree

I Support vector machines (SVM)

I Naive Bayes

I K nearest neighbours (KNN)

I K-means

I Random forest

I Dimensionality reduction algorithms

I Gradient boost & adaboost

Source: Analytics Vidhya
15

https://www.analyticsvidhya.com/blog/2015/08/common-machine-learning-algorithms
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Michael Jordan on ML vs Statistics

Throughout the eighties and nineties, it was striking how many

times people working within the “ML community” realized that

their ideas had had a lengthy pre-history in statistics.

Decision trees, nearest neighboor, logistic regression, kernels, PCA,

canonical correlation, graphical models, K -means and discriminant

analysis come to mind, and also many general methodological

principles (e.g., method of moments, Bayesian inference methods

of all kinds, M estimation, bootstrap, cross-validation, EM, ROC,

and stochastic gradient descent), and many many theoretical tools

(large deviations, concentrations, empirical processes,

Bernstein-von Mises, U statistics, etc).

Source: reddit machine learning blog
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https://www.reddit.com/r/MachineLearning/comments/2fxi6v/ama_michael_i_jordan


Michael Jordan (more)

When Leo Breiman developed random forests, was he being a

statistician or a machine learner?

When my colleagues and I developed latent Dirichlet allocation,

were we being statisticians or machine learners?

Are the SVM and boosting machine learning while logistic

regression is statistics, even though they’re solving essentially the

same optimization problems?

I think the ML community has been exceedingly creative at taking

existing ideas across many fields, and mixing and matching them

to solve problems in emerging problem domains, and I think that

the community has excelled at making creative use of new

computing architectures. I would view all of this as the proto

emergence of an engineering counterpart to the more purely

theoretical investigations that have classically taken place within

statistics and optimization. 19



Michael Jordan (a bit more)

But one shouldn’t definitely not equate statistics or optimization

with theory and machine learning with applications.

The “statistics community” has also been very applied, it’s just

that for historical reasons their collaborations have tended to focus

on science, medicine and policy rather than engineering.

The emergence of the ”ML community” has helped to enlargen the

scope of “applied statistical inference”. It has begun to break

down some barriers between engineering thinking (e.g., computer

systems thinking) and inferential thinking. And of course it has

engendered new theoretical questions.
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Big data

Big data is a term for data sets that are so large or complex that

traditional data processing applications are inadequate to deal with

them.

Challenges include analysis, capture, data curation, search, sharing,

storage, transfer, visualization, querying, updating and information

privacy.

The term “big data” often refers simply to the use of predictive

analytics, user behavior analytics, or certain other advanced data

analytics methods that extract value from data, and seldom to a

particular size of data set.

There is little doubt that the quantities of data now available are

indeed large, but that’s not the most relevant characteristic of this

new data ecosystem.
21



Big data need big theory too

“No matter their ‘depth’ and the sophistication of data-driven

methods, such as artificial neural nets, in the end they merely fit

curves to existing data.

Not only do these methods invariably require far larger quantities

of data than anticipated by big data aficionados in order to

produce statistically reliable results,

but they can also fail in circumstances beyond the range of the

data used to train them because they are not designed to model

the structural characteristics of the underlying system.”
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Big data’s four Vs

Statistical Inference, Learning and Models in Big Data

The difficulty of transforming big data into knowledge is related to

its complexity, the essence of which is broadly captured by the

‘Four Vs’: volume, velocity, variety and veracity (ethics and

privacy)

Strategies for Big Data Analysis

I Data wrangling (data carpentry or data cleaning)

I Visualisation

I Reducing dimensionality

I Sparsity and regularisation

I Optimisation

I Measuring distance

I Representation learning (feature learning or deep learning)

I Sequential learning

I Multi-disciplinarity
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https://arxiv.org/pdf/1509.02900v2.pdf


The 35th Fisher Memorial Lecture

Data Science: The View from the Mathematical Sciences

Professor Nancy Reid (University of Toronto)

Thursday 27 October 2016, 02:00pm - 06:30pm

Location Royal Statistical Society

12 Errol Street, London, EC1Y 8LX

2pm Neil Lawrence and Mike Smith (Sheffield)

Computational perspectives: Fairness and awareness in the analysis of data

2.45pm Johan Koskinen (Manchester)

Generative and estimable models for longitudinal social networks

3.30pm Tea/coffee

4pm The Fisher Lecture: Nancy Reid (Toronto)

Statistical science and data science: where do we go from here?
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https://www.statslife.org.uk/events/eventdetail/699/11/data-science-the-view-from-the-mathematical-sciences


eBay study: ATE in internet experiments

Taddy, Lopes, Goldberg and Gardner (2016)

Average treatment effect in Internet experiments:

Semi-parametric Bayesian inference and heavy-tailed distributions.
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A typical A/B experiment

eBay runs lots of experiments: they make changes to the

marketplace (website) for random samples of users.

Every experiment has response y and treatment d [0/1].

In our illustrative example, di = 1 for bigger pictures in my eBay.

i ∈ control : di = 0 i ∈ treatment : di = 1

This is a typical A/B experiment.
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Ebay’s goal

The treatments applied can involve

I Changes to choice of the advertisements a user sees,

I Flow of information to users,

I Algorithms applied in product promotion,

I Pricing scheme and market design, or

I Any aspect of website look and function.

EBay’s goal: make it easier for buyers and sellers find each other.
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eBay data

Spending (US$ per week) across 144 samples of users.

Each sample, of 0.1 to 30 million users (treatment group in RCT)

Targeted user subsets and are not from current traffic.

Not representative of eBay’s aggregated revenue.
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Treatment effect

Experiments involving data from 100+ million eBay.com users.

In an A/B experiment at eBay, two independent heavy tailed

samples are obtained: one from a group receiving a treatment and

another from a group receiving a control.

The object of interest is then

γ = µ1 − µ0

where µ1 is the mean of the treatment group and µ0 the mean of

the control group.
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Digital A/B experiments peculiarities

I Sample sizes are enormous

Dozens of millions unique users.

I Effect sizes are tiny

I Distribution of response of interest

User clicks/money spent tends to be distributed with a

majority of mass at zero, density spikes at other discrete

points such as 1 or 99, a long tail, etc.

=⇒ Natural setting for nonparametric analysis.
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Problems with heavy tails

sample mean: Over-sized influence of large observations on the

sample mean is well recognized by practitioners who measure

on-line transactions.

Common ad-hoc solution: Winsorization (Dixon, 1960)

Values above a threshold are replaced by that threshold.

Transaction distributions also include density spikes at zero and at

other discrete points (e.g., 0.99, 100), making fully parametric

modeling impractical.
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Sample of 50,000 users: 0.5% above $2000, 21% total spent

ȳweighted = 110.9052, ȳ = 111.3852

Difference over 50,000 users = $24,000!
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Winsorization at $2000

ȳw = 98.0592

Difference over 50,000 users = $640,000!!!!!
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Log doesn’t help much!

When log y ∼ N(3.498383, 1.4663812), then E (y) = 96.8845.

Difference over 50,000 users = $700,000!!!!!
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Lots of spikes!

14,521 unique $ amounts from 50,000 users.

78.18% of the $ amounts are less than $100.
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Contributions

Tough setting for inference in internet transaction datasets.

Machine learners often analyze such data without considering the

biases and risks associated with the misuse of standard tools.

Our contributions:

I nonparametric (bulk) + EVT-parametric (tail) inference.

I Analytic posterior conditional means and variances for the

expected value of a heavy tailed distribution.

I Simple class of IMH vs parametric bootstrap (+ consistency)

I Informative priors for shrinking tails across groups to an

overall background tail.

I 72 experiments based on hundreds of millions of users of

eBay.com.

36



Related literature

Nascimento et al. (2012) combine a Dirichlet process mixture

model below a threshold with a GPD above.

All parameters, including the value of the threshold itself, are

sampled from their joint posterior in an MCMC algorithm.

Our approach is more simple and scalable:

we allow for analytic expression of many of the relevant posterior

statistics of interest and require only a simple bootstrap-based

sampler for the tail.

Other work: Johansson (2003), Romano & Wolf (1999) and

Fithian & Wager (2015).
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A Semiparametric model for heavy tailed DGPs

Our inference strategy is built around the use of

Dirichlet-multinomial sampling as a flexible representation for an

arbitrary data generating process (DGP) below a given threshold u.

The approach has a long history. It was introduced by Ferguson

(1973), it serves as the foundation for the Bayesian bootstrap

(Rubin, 1981), and it has been studied by numerous authors

(Chamberlain & Imbens, 2003; Lancaster, 2003; Poirier, 2011;

Taddy et al., 2015a;b).
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Generalized Pareto

We model our tail exceedances as realizations from a generalized

Pareto distribution (GPD), with density function on v > 0

GPD(v ; ξ, σ) =
1

σ

(
1 + ξ

v

σ

)−( 1
ξ

+1)
(1)

for tail index ξ > 0 and scale σ > 0.

The generalized Pareto is a commonly applied tail model with

theoretical justification as the limiting distribution for exceedance

beyond large u for a wide family of processes.

We focus on GPD models with ξ ∈ (0, 1), so that the tail is heavy

enough to cause problems when bootstrapping but not so heavy

that the mean does not exist.
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Gamma (bulk) + GPD (tail)

ML estimation conditional on u = 1229.9208 (99th percentile)
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GPD + Dirichlet-multinomial

Our semi-parametric prior for heavy tailed DGPs,

g(z ;θ) =
1

|θ|

L∑
l=1

θl1[z=ζl ] +
θL+1

|θ|
GPD(z − u; ξ, σ)1[z≥u] (2)

where Z = {ζ1 . . . ζL}, all elements less than u, is the support for

the bulk of the DGP g(z) and θ = [θ1 · · · θL+1]′ is a vector of

random weights with θl ≥ 0 ∀ l . |θ| denotes
∑

i |θi |, the L1 norm.

I A posterior over g is induced by the posterior over θ, ξ, and σ.

I Functionals of g , such as Eg f (z), are random variables.
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Inference on the sampling weights

Conjugate prior for the weights, θ,

θl ∼ Exp(al) for l = 1, . . . , L + 1,

where al > 0 is the prior “rate”.

This is equivalent to the specification of a Dirichlet distribution:

Dir(θ/|θ|; a) ∝
L+1∏
l=1

(θl/|θ|)al−1 .

We use a single rate parameter a, such that

θl | Z ∼ Exp

(
a +

N∑
i=1

1[li=l ]

)
.
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Posterior DGP realization

To simplify notation, say zi < u for i ≤ m and zi ≥ u for

i = m + 1, . . . ,m + n with N = m + n.

θ = [θ1, . . . , θm, θm+1]′ as the posterior vector of weights on

observations z1, . . . , zm (all less than u) and on the tail.

We can then write a posterior DGP realization, conditional upon

GPD parameters, as

g(z) | z, ξ, σ =
1

|θ|

m∑
i=1

θi1[z=zi ] +
θm+1

|θ|
GPD(z − u; ξ, σ)1[z≥u],

where

θi
iid∼ Exp(1) ∀i ≤ m and θm+1 ∼ Exp(n).
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Inference for the DGP mean

The mean of g(z) is a random variable that can be written

µ =
m∑
i=1

θizi
|θ|

+
θm+1

|θ|

(
u +

σ

1− ξ

)
. (3)

Uncertainty about µ is induced by the posterior on weights θ and

on the mean exceedance λ = σ/(1− ξ).

It is easy to see that

Eµ = 1
m+n

m∑
i=1

zi +
n

m + n
(u + Eλ),

while the law of total variation yields posterior variance

varµ = E[var(µ|λ)] + var(E[µ|λ]).
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Given the properties of the Dirichlet posterior on θ/|θ|:

E[var(µ|λ)] = E

[∑m
i=1(zi − µλ)2 + n(u + λ− µλ)2

(m + n)(m + n + 1)

]
=

∑m
i=1(zi −Eµ)2 + n(u +Eλ−Eµ)2

(m + n)(m + n + 1)
+

n2(m + n − 2)var(λ)

(m + n)2(m + n + 1)

(4)

where µλ = [
∑m

i=1 zi + n(u + λ)] /(m + n).

The second term is var(E[µ|λ]) = n2

(m+n)2var(λ) and thus

varµ =

∑m
i=1(zi −Eµ)2 + n(u +Eλ−Eµ)2

(m + n)(m + n + 1)
(5)

+
2n2(m + n − 0.5)

(m + n)2(m + n + 1)
var(λ).

Eλ and var(λ) are available via Laplace approximation or MCMC.
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Inference for tail parameters

Bayesian inference for the GPD parameters, ξ and σ, is conditional

upon the sample of exceedances {vi = zm+i − u}ni=1.

We use the prior

π(σ, ξ) =
1

σ
ξa−1(1− ξ)b−11ξ∈(0,1),

which is the combination of a beta on ξ and an improper uniform

prior on log σ.

For noninformative inference, use a = b = 1. But it is cooler to use

a bank of related ‘background’ tail transactions to estimate â, b̂.
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This combines with the GPD likelihood to yield a log posterior

proportional to

l(σ, ξ) = −(n + 1) log σ −
(

1

ξ
+ 1

)∑
i

log
(

1 + ξ
vi
σ

)
, (6)

for the case a = b = 1.

Maximization of (6) leads to MAP estimates: ξ̂ and σ̂.

The related problem of MLE estimation for GPDs is well studied by

Grimshaw (1993) and his algorithm is easily adapted for fast MAP

estimation within our domain [ξ, σ] ∈ (0, 1)×R+.
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Obtaining Eλ and var(λ) via Laplace

We make the transformation σ = λ(1− ξ), so

p(λ, ξ | v) ∝ ξa−1e−dλ(1−ξ)

λn−c+1(1− ξ)n−b−c+1

∏
i

(
1 +

ξ

1− ξ
vi
λ

)−
(

1
ξ

+1
)
.

The Laplace approximation (Tierney & Kadane, 1986) to the

marginal posterior distribution on λ is available as

p̂ (λ | x) = N
(
λ̂,− ∇−1

λλ

∣∣
[λ̂,ξ̂]

)
,

where ∇λλ is the curvature of the log posterior with respect to λ.

The approximate variance for λ is

v̂ar(λ | x) = −λ̂2

[
n−c +1+

(
1

ξ̂
+1

)∑
i

(
q̂2
i −2q̂i

)]−1

. (7)

with q̂i = ξ̂vi/
[
(1− ξ̂)λ̂+ ξ̂vi

]
,
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Independence-MH via the parametric bootstrap

For small tail samples and non-informative priors, the Laplace

approximation can underestimate posterior uncertainty.

We propose a novel independence Metropolis Hastings (i-MH)

algorithm that uses a parametric bootstrap of the MAP estimates

as a proposal distribution in Markov Chain Monte Carlo.

This approach is similar to the bootstrap reweighting of Efron

(2012), but unlike that work it does not require an analytic

expression for the sampling distribution of the statistics of interest.
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Algorithm

I Fit the MAP parameter estimates ξ̂ and σ̂.

I Obtain B draws {ξ̂b, σ̂b}Bb=1 from the parametric bootstrap:

I Generate a sample of size n by simulating from the MAP

estimated GPD model.
I Obtain new MAP estimates ξ̂b and σ̂b conditional upon this

simulated sample.

I Estimate the bivariate bootstrap distribution, say r(ξ, σ), via kernel

smoothing on {ξ̂b, σ̂b}Bb=1.

I For b = 2 . . .B, replace (ξ̂b, σ̂b) with (ξ̂b−1, σ̂b−1) w.p.

1−min

{
r(ξ̂b−1, σ̂b−1) exp[l(ξ̂b, σ̂b)]

r(ξ̂b, σ̂b) exp[l(ξ̂b−1, σ̂b−1)]
, 1

}

where l is the log posterior objective in (6).

In addition to being fast and simple, this algorithm offers a bridge between

Bayesian and frequentist inference: if the acceptance probabilities are high, then

there is little difference between the sampling distribution and the posterior.
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Background tails and informative priors

MAP estimates of GPD parameters for exceedances beyond $2000,

under the default prior (a = b = 1) across our 174 treatment

groups.
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Considering only the 149 ξ̂ corresponding to the tails not used for

validation, this yields a ξ ∼ Beta(9, 9) prior.
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Inference for the mean exeedance λ = σ/(1− ξ),

beyond u = $9000, in one of our treatment groups.
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These results can be used for inference about the overall mean, via

Eµ = 1
m+n

∑m
i=1 zi + n

m+n (u +Eλ) & varµ = E[var(µ|λ)] + var(E[µ|λ]).

52



Average performance over 20 resamples of N = 5000 from each of

25 treatment group samples, containing 1-3×105 observations.
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We make gains of up to 50% in RMSE relative to z̄ , and also have

better coverage than either sd(z)/
√
n or the n

2 -of-n bootstrap.
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Choosing the threshold

We show consistency for the analogous frequentist semiparametric

bootstrap (explains our nice coverage) when uN = O(Nξ/(1+2δξ)).

In this limit, σN = ξuN . So, one can increase u until this holds.

Indeed, it holds roughly in our examples for good performing u.

But in finite sample practice, it seems wise to try a few u

and use one in the range where inference is stable.
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Semi-parametrics in treatment effect estimation

Semiparametric inference makes a big difference in A/B analysis.
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The Bayesian posterior is the region in blue

Winsorized estimation is in black

Naive sample estimator is in red

Such care in uncertainty quantification is essential whenever you

need to understand the full posterior (or sampling) distribution.
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A few textbooks
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Bayesian statistical learning

Bayesian Statistical Learning: Readings in Statistics and Econometrics

Hedibert Freitas Lopes and Paulo Marques

Núcleo de Ciências de Dados e Decisão - Insper

1. k-nearest neighors (k-NN)

2. LASSO regularization

3. Random Forests

4. Supporting Vector Machines

5. k-means Clustering

I BART: Bayesian Additive and Regression Trees

I A Bayesian Reassessment of Nearest-Neighbor Classification

I A Probabilistic NN Method for Statistical Pattern Recognition

I Revisiting k-means: New Algorithms via Bayesian Nonparametrics

I Data Augmentation for Support Vector Machines

I Sparse Bayesian learning and the Relevance Vector Machine
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Papers (2012-2016)

1. Efficient Bayesian inference for multivariate factor SV models

2. Particle learning for Bayesian non-parametric MSSV model

3. Scalable semiparametric inference for the means of heavy-tailed distributions

4. Rational Sunspots

5. Put option implied risk-premia in general equilibrium under recursive preferences

6. On the long run volatility of stocks: time-varying predictive systems

7. Parsimonious Bayesian factor analysis when the number of factors is unknown

8. Parsimony inducing priors for large scale state-space models

9. Dynamic models

10. Bayesian factor model shrinkage for linear IV regression with many instruments

11. Cholesky realized stochastic volatility model

12. Sequential Bayesian learning for stochastic volatility with variance-gamma jumps in returns

13. Particle learning for fat-tailed distributions

14. Bayesian instrumental variables: likelihoods and priors

15. Treatment effects: a Bayesian perspective

16. Modern Bayesian Factor Analysis

17. Online Bayesian learning in dynamic models: An illustrative introduction to particle methods

18. Evaluation and analysis of sequential parameter learning methods in Markov switching SV models

19. Sequential parameter learning and filtering in structured AR models

20. Analysis of exchange rates via multivariate Bayesian factor stochastic volatility models

21. Tracking epidemics with Google Flu Trends data and a state-space SEIR model

22. Measuring vulnerability via spatially hierarchical factor models

23. A semiparametric Bayesian approach to extreme value estimation

24. Bayesian Statistics with a Smile: a Resampling-Sampling Perspective
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Final message

”Statistical education and training must continue to evolve — the

next generation of statistical professionals needs a broader skill set

and must be more able to engage with database and distributed

systems experts.

The next generation must include more researchers with skills that

cross the traditional boundaries of statistics, databases, and

distributed systems; there will be an ever-increasing demand for

such multi-lingual experts.”

Source: ASA Statement on the Role of Statistics in Data Science
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Thank you!
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